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In this article, a face recognition algorithm aimed at mimicking the human ability to differentiate people
is proposed. For each individual, we first compute a projection line that maximizes his or her dissimilarity
to all other people in the user database. Facial identity is thus encoded in the dissimilarity pattern com-
posed by all the projection coefficients of an individual against all other enrolled user identities. Facial
recognition is achieved by calculating the dissimilarity pattern of an unknown individual with that of
each enrolled user. As the proposed algorithm is composed of different one-dimensional projection lines,
it easily allows adding or removing users by simply adding or removing the corresponding projection
lines in the system. Ideally, to minimize the influence of these additions/removals, the user group should
be representative enough of the general population. Experiments on three widely used databases
(XM2VTS, AR and Equinox) show consistently good results. The proposed algorithm achieves Equal Error
Rate (EER) and Half-Total Error Rate (HTER) values in the ranges of 0.41–1.67% and 0.1–1.95%,
respectively. Our approach yields results comparable to the top two winners in recent contests reported
in the literature.

� 2009 Elsevier B.V. All rights reserved.
1. Introduction

Imagine that we are in a room full of people and a messenger
enters to deliver a package to someone called Mr. Smith. Since
the messenger does not know to whom he should deliver the pack-
age, he asks us to indicate who Mr. Smith is. Our answer would
probably be something like: ‘‘the tallest guy”, ‘‘the guy with blue
eyes”, ‘‘the person with the biggest nose”, or any other attribute
that discriminates Mr. Smith from the rest of the people in the
room. This simple example reveals two interesting points. Firstly,
we describe Mr. Smith by referring to some of his anatomical fea-
tures which stick out from the rest of the people. Secondly, that Mr.
Smith is identified by discriminating him from all the others.

The above illustration about the way we describe people reveals
two main differences with respect to the current state of the art in
face recognition. The first difference is that, despite that we fre-
quently characterize an individual by his/her most discriminative
anatomical attributes, current face recognition techniques are
based mainly on spectral features (Kong et al., 2005; Chen et al.,
2005). Although geometrical features were used in the early years
(Kaya and Kobayashi, 1972; Kanade, 1977; Goldstein et al., 1971;
Brunelli and Poggio, 1993), the success of Eigenfaces (Kirby and
ll rights reserved.

o-Gomez).
Sirovich, 1990; Turk and Pentland, 1991) and afterwards Fisherfac-
es (Belhumeur et al., 1997) favored a gradual shift of the research
on face recognition towards spectral analysis. These techniques
were able to achieve correct classification rates higher than 90%
using color information in controlled environments. After these
methods appeared, many related techniques have been proposed
aiming at obtaining better classification results by developing
more discriminant projections (Cevikalp et al., 2005; Liu et al.,
2002). The way in which these discriminative projections are de-
rived is where the second difference lies. They project the face rep-
resentation into a subspace where a measure of global separation
is maximized (Belhumeur et al., 1997; He et al., 2005) rather than
discriminating one person from the others as in the previous exam-
ple of the messenger.

However, it is possible to find some works that have dealt with
these two issues. For instance, Gao and Leung (2002) considered
including geometrical features in the facial recognition framework.
These geometrical features were proposed mainly as a pre-process-
ing to speed-up the recognition, though. Kittler et al. (2000) pro-
posed client specific Fisherfaces, where a one-dimensional
projection line was associated to each member belonging to a data-
base. Each projection line was used to discriminate the associated
member from all the other users enrolled in the database. A test
person was recognized as one of the enrolled users if the distance
of his/her corresponding one-dimensional projection on the
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member’s projection line with respect to the mean of the available
member projections was lower than a given threshold. Later, Fager-
tun et al. (2005) adopted a similar approach which included geom-
etry. However, as it is indicated by Bishop (2006), the reduction
onto a single dimension leads to a considerable loss of information,
and classes that are well separated in the original space may be-
come overlapping in the one-dimensional space.

In this article, a novel face representation, called similarity-based
Fisherfaces, that extends Kittler’s and Fagertun’s works, is devel-
oped. The proposed face representation, which is inspired in the
introductory example, is obtained by linearly projecting an initial
individual’s face representation onto several one-dimensional lin-
ear subspaces. Each of these subspaces is associated to a person en-
rolled in a training database and the value of the projection
measures the similarity with respect to that person. These projec-
tions are obtained by solving a two-class classification problem
where each person in the database is compared against all the oth-
ers. This approach which is commonly used in the machine learning
community was initially introduced in the face recognition field by
Jonathon Phillips (1998). A suitable standardization is applied to the
projections on each subspace so that projections corresponding to
different subspaces can be compared. This standardization provides
a sensible way of combining projections obtained with different
types of features. As a result, it will be shown that, with the proposed
face representation, better classification results than the traditional
Fisherfaces and than Kittler’s and Fagertun’s representations are ob-
tained. It will also be shown that, similar to other algorithms that
aim at characterizing intra-personal and extra-personal face
differences (Shen and Bai, 2006; Lee et al., 2005), the algorithm used
to obtain the proposed face representation allows us to visualize
what the individual’s most discriminative features are.

The remainder of this article is structured as follows. The proce-
dure to obtain the similarity-based face representation is described
in Section 2. Section 3 presents some results which show the dis-
criminative power of the proposed representation and its ability
to discover the individual’s most discriminative characteristics.
The article concludes in Section 4 with a discussion of the proposed
face representation by emphasizing its advantages and drawbacks.

2. Similarity-based face representation

In this section, the different steps of the proposed algorithm to
obtain the similarity-based face representation are explained. A
diagram of the algorithm is displayed in Fig. 1. This diagram will
be referred to during the description of the algorithm to facilitate
its understanding.

Given a facial image, the first step of the algorithm consists of
obtaining an initial face representation (Fig. 1I). Because this step
is common to any classification problem and the novelty of the
algorithm does not lie in this initial representation, only the
nomenclature that will be used in the article and the type of fea-
tures used to obtain the initial face representation will be briefly
described.

Let n be the number of people enrolled in a database, ni be the
number of different facial images obtained from the ith person1

(ni P 2), m ¼
Pn

i¼1ni be the total number of facial images, and
yj
!¼ ½yj1; . . . ; yjN � be the jth initial face representation.

In this article, two different types of features are used to build
the initial face representations: geometrical and textural (visible
and infrared spectral) features. The geometry of the faces will be
obtained by means of landmarks (Kendall, 1977) which are aligned
by a full Procrustes analysis (Kent, 1994). The visual and infrared
1 At least two image per user are suggested in order to capture the within-class
variance.
features will be obtained by a piece-wise affine warp based on the
Delaunay triangulation of the mean shape (Shewchuk, 1996). Here-
after a photometric normalization of the obtained textures is per-
formed to remove influence from global linear changes in pixel
intensities (Finlayson et al., 2005). For a more detailed description,
see (Dryden and Mardia, 1998; Stegmann, 2000).

Once an individual’s feature representation has been obtained
(geometrical or textural), the second step of the proposed tech-
nique transforms it into a similarity-based face representation. In
this article, this is achieved by means of Fisher Linear Discriminant
(FLD) analysis, although any other discriminant technique could
also be used (Cevikalp et al., 2005; He et al., 2005). Because of this,
the proposed technique will be referred to as similarity-based Fish-
erfaces from now on.

A standard FLD analysis projects the different data samples into
an F-dimensional subspace so that, in a sense, it maximizes the ra-
tio of the between-class scatter to the within-class scatter. The
dimensionality F of this subspace is equal to the minimum of
N � 1 and m � 1, where N is the number of variables and m is
the total number of available instances. The projection matrix W
is found by maximizing the ratio

WtSBW
WtSW W

ð1Þ

where SB and SW are, the between-class scatter and the within class
scatter matrices, respectively. The projection vectors of this matrix
W correspond to the eigenvectors associated to the non-zero eigen-
values of the matrix S�1

W SB. The discriminant analysis is usually pre-
ceeded by a principal component analysis (PCA) in order to remove
data redundancy (Duda et al., 2001).

The face representation proposed in this paper is obtained from
a different point of view. Instead of projecting the data into an F-
dimensional space, a set of n local one-dimensional projections
are obtained (one projection per individual enrolled in the data-
base). Note that in this way, the proposed representation has at
least one component more than the global approach. Each of the
n projection components is obtained by a 2-class FLD analysis,
which discriminates a person enrolled in the database with respect
to all the others. Formally, let x! be the data obtained after apply-
ing a PCA to the initial face representations y!. Let d1 ¼ ni be the
number of data elements corresponding to the ith person for
whom the model is being created (class 1) and let d2 ¼ m� ni be
the number of elements corresponding to all the other people
(class 2). Let �x1 and �x2 be the class mean vectors of these two clas-
ses, �x be the total mean vector and xj

i be the jth sample in the ith
class. Then the between matrix is defined by:

SB ¼ d1ð�x1 � �xÞð�x1 � �xÞt þ d2ð�x2 � �xÞð�x2 � �xÞt ð2Þ

and the within matrix is defined by:

SW ¼
X2

i¼1

Xdi

j¼1

ðxj
i � �xiÞðxj

i � �xiÞt ð3Þ

The projection ai that best separates the two populations is gi-
ven by the direction of the eigenvector associated to the maximum
eigenvalue of S�1

W SB. To ensure that the within matrix SW is not sin-
gular, only the f first data variables are taken into account, where f
is the number of non-zero eigenvalues of the within matrix SW .

In order to turn the previously obtained projections into mea-
surements of similarity, a standardization is applied to each of
them. The standardization corresponding to the projection line
associated to the ith person, i ¼ 1; . . . ;n, is based on two assump-
tions. First, the number of images for the ith person is much smal-
ler than the number of images of all other people. The second
assumption is that the projections of the representations corre-
sponding to the other people approximately follow a Gaussian



Fig. 1. Similarity-based algorithm. (I) Feature extraction, (II) similarity-based representation and (III) combined similarity-based representation.

2 http://www.isbe.man.ac.uk/bim/data/xm2vts/xm2vts_markup.html
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distribution. These two assumptions imply that the distribution of
all the projected face representations can be assumed as a Gaussian
distribution with outliers. The standardization of the ith projection
line is then achieved by transforming the projections into a stan-
dard Gaussian distribution, keeping the projections of the ith per-
son positive. Formally, let �pi be the mean of the projections using
the individual projection corresponding to the ith person and ri

the standard deviation after the projections corresponding to the per-
son i have been removed. Let pi;j be the projection of face represen-
tation j in this ith projection line. These projections are
standardized by:

p̂i;j ¼ ðpi;j � �piÞ=ri ð4Þ

If the projections for the images corresponding to person i are
negative, then p̂i;j is replaced by �p̂i;j for all projections. This causes
the projection of the images corresponding to person i to be posi-
tive and far from the mean of the Gaussian. Notice that this stan-
dardization corresponds to a z-score standardization neglecting
the projections corresponding to the ith person. After standardiza-
tion, the resulting face representation is considered a similarity-
based representation. The result is displayed in Fig. 1II.

In order to obtain a more discriminative face representation, we
need to combine the similarity-based representations obtained
with different types of features. This is carried out by assuming
that spectral and geometrical representations of a person are inde-
pendent. It seems sensible to assume that the geometry of a face
does not change when the person takes a sunbath. Also, the color
of the skin does not change either when a person gains or looses
weight. Therefore, the fact that these representations are assumed
independent implies that, if they are simply concatenated, they can
be considered a k-dimensional standard Gaussian distribution for
the people who do not belong to the database and as a Gaussian
with an outlier for the people enrolled in the database. The dimen-
sion k is equal to the number of available features. This step is dis-
played in Fig. 1III.

3. Experimental results

In this section, two experiments are conducted to evaluate the
discriminative capacity of the proposed similarity-based face rep-
resentation and to show its ability to reveal each individual’s most
discriminative features. The first experiment compares the accu-
racy obtained using the proposed face representation with respect
to related approaches and the state of the art. The second experi-
ment aims at showing how the developed algorithm can help
revealing the most discriminative characteristics of a given
individual.

3.1. Accuracy evaluation

A set of experiments were conducted to test the discriminative
power of the proposed representation. Data sets from three differ-
ent databases were used, namely, the XM2VTS (Messer et al.,
1999), the AR (Martinez and Benavente, 1998), and the Equinox
(Selinger and Socolinsky, 2002) databases. These databases were
selected in order to introduce different types of variability in the
experiments such as the number of people enrolled in the dat-
abases, the number of landmarks collected to represent the facial
geometry, or the number of spectral bands used.

The performance on the XM2VTS was evaluated according to
the configurations I and II of the Lausanne protocol (Messer
et al., 1999) with automatic registration in the test phase. The AR
and Equinox datasets were divided accordingly to make verifica-
tion scores comparable to configuration II as in Sukno et al.
(2007). The individuals in each group were randomly chosen, mak-
ing sure of having the same proportion of facial expression in all of
them. Table 1 summarizes the resulting number of images in each
group as well as the templates used to landmark each data set. As it
is established in the protocol, a training set of manually annotated
shapes from the users was used to build the models. A second set
of also manually annotated shapes was used to choose the thresh-
old which determines the membership. The shapes of this evalua-
tion set were obtained from both users and impostors. Finally, the
shapes of a test set were obtained automatically from users and
impostors in order to evaluate the accuracy of the classification.
Active shape models with invariant optimal features (IOF) (Sukno
et al., 2007) were used to automatically obtain the shapes in the
test set. The IOF models for the XM2VTS were trained with the
shapes in the training set. These shapes are composed of 68-land-
marks2. Similar sets of shapes made up of 98-landmarks were used

http://www.isbe.man.ac.uk/bim/data/xm2vts/xm2vts_markup.html


Table 1
Composition of the employed datasets and the different groups into which they were divided.

Database AR Equinox XM2VTS-config. I XM2VTS-config. II

Total identities 133 91 295 295
Images per person 4 6 8 8
Total color images 532 546 2360 2360
Total infrared images – 546 – –
Users 90 62 200 200
� Training images 180 186 600 800
� Test images 90 124 400 400
� Evaluation images 90 62 600 400

Test Impostors 32 21 70 70
� Images 128 126 560 560

Evaluation Impostors 11 8 25 25
� Images 44 48 200 200
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for the AR and Equinox databases. In all the experiments, the illu-
mination of the images was corrected (Finlayson et al., 2005) and a
nearest neighbor classifier with the correlation as metric was used.
In order to combine different types of features, the results obtained
on individual features were concatenated. For most practical appli-
cations, the computational cost of the proposed technique is equiv-
alent to that of Fisherfaces: for every test image our method
computes n one-dimensional projections, while Fisherfaces re-
quires one ðn� 1Þ-dimensional projection. On the other hand, it
is true that training of similarity-based Fisherfaces is more com-
plex than training of Fisherfaces, by a factor approximately equal
to the number of users in the database. However, training time is
usually not crucial, especially if we take into account that the
updating time of our technique (adding a new user to an existing
database) is comparable (if not smaller) to the update time of
Fisherfaces.

It was empirically observed that the vast majority of the con-
structed models satisfied the assumptions of Gaussianity of the
projections and independence of geometrical and spectral scores.
A Lilliefors goodness-of-fit test of composite normality at the 5%
significance level showed that in more than 80% of the models con-
structed for the XM2VTS database the null hypothesis (normal dis-
tribution of the projected data excluding the user for which the
model was created) could not be rejected. This holds for both con-
figurations and types of features, and similar behavior was ob-
served in the other databases. Regarding independence, a
Pearson’s Chi-squared test indicated that geometrical and spectral
scores were independent in about 80% of the constructed models.

The obtained results are displayed in Tables 2 and 3. The 95%
confidence intervals are also included (Bengio and Mariethoz,
2004). From these tables, it is observed that when only color fea-
tures are used, similarity-based Fisherfaces obtains a better perfor-
mance than traditional Fisherfaces, both in Equal Error Rate (EER)
and Half-Total Error Rate (HTER) for the four possible comparisons.
When infrared images or geometry are used, both methods have a
Table 2
Identity Verification on the XM2VTS database.

Metric (%) Config. I

Fisherfaces (%) Similarity-bas

Geometrical features EER 10.99 9.66
HTER 15.25 15.80

�1:93 �2:01
Color features EER 2.66 1.50

HTER 2.75 1.08
�0:72 �0:42

Combined features EER 2.66 1.67
HTER 2.75 1.15

�0:72 �0:48
similar behavior. Low classification rates are usually obtained,
when geometrical features are used. This explains why researchers
do not include these in their models. It is also observed that the re-
sults obtained in similarity-based Fisherfaces when texture and
geometry are combined are similar to the ones obtained when only
texture is used. Note that the classification rates obtained by tradi-
tional Fisherfaces when the features are combined are worse than
those obtained when only texture is used. This observation sug-
gests that geometrical features can be used to increase the robust-
ness of the face classifier without loosing accuracy. To verify this, a
small experiment was conducted were a side illumination was
simulated for the test images. It was observed that the classifica-
tion was less affected by the illumination changes when geometry
was included in the model. For instance, for the first configuration
of the XM2VTS database, when only texture features were consid-
ered, the HTER increased from 1.08 to 1.46 while for the combina-
tion of texture and geometry HTER did not exceed 1.16.

In order to compare the obtained results with respect to the
state of the art and related techniques, the best results of the last
XM2VTS competitions (Messer et al., 2006) are included in Table
4. The results reported by Kittler et al. (2000) using their related
client specific technique on the two configurations are also exhib-
ited to show the improvements obtained with the proposed face
representation. Notice that the results of Kittler et al. (2000) were
obtained using manual registration in the test set, which usually
produces better results than automatic registration. Results ob-
tained using Fagertun’s technique are also included. From this ta-
ble, it can be observed that similarity-based Fisherfaces, in spite
of using simple geometrical and color features, achieves compara-
ble results to the best results obtained on this database. Moreover,
it is also seen that it clearly outperforms previous related ap-
proaches. The high dimensionality reduction imposed by Kittler
et al. and Fagertun et al. significantly reduces their classification
rates, especially in the hard condition imposed by Fagertun.
Fagertun et al. considered that a test person can only be the
Config. II

ed Fisherfaces (%) Fisherfaces (%) Similarity-based Fisherfaces (%)

6.75 7.58
14.19 15.29
�2:01 �2:06
1.75 0.64
1.43 0.66
�0:54 �0:42
1.71 0.65
1.41 0.48
�0:54 �0:34



Table 3
Identity verification on the AR and equinox databases.

Metric (%) AR database Equinox database

Fisherfaces (%) Similarity-based Fisherfaces (%) Fisherfaces (%) Similarity-based Fisherfaces (%)

Geometrical features EER 9.71 10.32 12.90 9.79
HTER 15.2 14.05 11.64 16.12

�4:3 �4:05 �3:73 �4:60
Color features EER 6.66 1.11 5.82 1.61

HTER 7.2 2.33 4.62 2.40
�2:77 �1:85 �2:24 �2:21

Infrared features EER – – 0.80 0.41
HTER – – <0.1 <0.1

– – – –
Combined features EER 5.65 0.75 5.64 0.41

HTER 7.2 1.95 3.58 <0.1
�2:94 �1:85 �1:62 –

Table 4
Results obtained in previous XM2VTS competitions with automatic registration in the test phase.

Evaluation Test

FAR FRR TER FAR FRR TER

Results for configuration I
ICPR2000-Best – – 14.00 5.80 7.30 13.10
AVPA2003-Best 0.82 4.16 4.98 1.36 2.50 3.86
CAS2007 1.00 1.00 2.00 0.57 1.57 2.14
Kittler’s proposal (manually registered) 2.67 0.70 3.37 2.25 1.14 3.39
Fagertun’s proposal 0.32 5.7 6.02 0.48 5.50 5.98
Similarity-based Fisherfaces 1.32 1.83 3.15 1.30 1 2.30

Results for configuration II
AVPA2003-Best 0.63 2.25 2.88 1.36 2.00 3.36
CAS2007 0.49 0.50 0.99 0.28 0.50 0.78
Kittler’s proposal (manually registered) 1.00 0.31 1.31 0.75 0.29 1.04
Fagertun’s proposal 0.43 0.75 1.19 0.51 1.75 2.26
Similarity-based Fisherfaces 0.72 0.50 1.22 0.49 0.46 0.95
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member associated with the higher component in the face repre-
sentation. This assumption considerably reduces the number of
false acceptance cases but it also increases the possibility of false
rejection.

3.2. Visualizing the individual’s most discriminative features

As previously explained, given a feature, each individual en-
rolled in a database is discriminated from the others by means of
a single linear projection. This fact easily allows us to determine
which are the most discriminating characteristics of an individual
by simply selecting the highest weights (in absolute value) of the
linear combination. The 10% most discriminative geometrical and
textural characteristics according to this criterion of five individuals
of the XM2VTS are displayed in Fig. 2. It can be observed that the
Fig. 2. Top row: Five individuals enrolled in the XM2VTS database. Middle row: 10% m
most discriminative texture characteristics are located in regions
of high contrast, such as the wrinkles between the mouth and the
nose, the nose border, the border of the glasses or the eyebrows.
This fact is further investigated by locating the 10%, 20%, 30% and
40% most discriminative features of the absolute average projection
defined as

Pn
i¼1j bai j. The most discriminative pixels values corre-

sponding to these percentages together with the absolute average
projection are shown in Fig. 3. It can be observed, that these images
support the previous statement about the most discriminative
characteristics. On the other hand, it seems like that the most dis-
criminative geometrical features tend to be placed around the eyes,
eye brows and nose. Analagous to the texture, the geometrical aver-
age projection was also calculated and displayed in Fig. 4 together
with a figure that exhibits the position of the landmarks used. It
can be observed that the highest weights correspond to the
ost discriminative color pixels. Bottom row: 10% most discriminative landmarks.



Fig. 3. (I) Color absolute average projection. (II)–(IV): 10–20–30–40% most discriminative color pixels.
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Fig. 4. (I) Landmarks used in the XM2VTS experiment. (II) Geometrical absolute average projection.

Fig. 5. Top row: five users of the XM2VTS Database. Bottom row: the corresponding most similar impostors found by the proposed method.
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previously cited areas. Among the landmarks corresponding to the
nose area, the one with the highest absolute weight corresponds to
the lowest part of the nose (landmark no. 40).

Moreover, the proposed face representation establishes the
similarity of the individual with respect to the different persons
of the model. The most similar person in the database to a given
similarity-based representation corresponds to the highest value
of this representation. Fig. 5 shows the most similar impostors
found by the proposed technique to the displayed users in config-
uration I of the XM2VTS database.
4. Conclusion

In this article, a face recognition algorithm based on similarity
has been proposed. The algorithm has been presented as a modifi-
cation of the traditional Fisherfaces but any other discriminative
technique could also have been used. It has been shown that the
algorithm has several advantages. The proposed algorithm obtains
better classification rates than related approaches such as Fisher-
faces or client specific Fisherfaces. Moreover, even when simple
features were used, the obtained results are among the best
reported in the bibliography. Secondly, it allows combination of
different types of features in an intuitive way. Unlike most of the
techniques developed in the field, which mainly use visible texture,
the proposed algorithm can incorporate geometrical features
increasing its robustness. Moreover, it allows visualizing what
the most discriminative features of each individual are, such as
wrinkles or moles. Furthermore, the fact that the proposed algo-
rithm is composed of different one-dimensional projection lines,
allows us to easily add or remove users by simply adding or remov-
ing the corresponding projection line in the system.
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